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Background and Observation of LLM and Sparse Mixture-of-Experts (MokE)
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Background: Large Language Models (LLMs) AMLIﬁ i 4%
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Large Language Models (LLMs) are widely applied in industry and researched in academia.
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Background: Sparsification Trends in LLMs | S 17 fR

CompassBench LLM Leaderboard Official Closed Benchmark | 24-07 * CompassBench LLM Leaderboard Official Closed Benchmark | 25-07
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Background: Sparse Mixture-of-Experts (MoE) | AM 3 15 4 1%
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Background: New Challenge in local deployment AM*JH X
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As model sizes grow, traditional GPU-only solutions demand increasingly expensive hardware.
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Observation: CPU DRAM is More Suitable for Sparse Models _.A%!T]'fﬁiﬁ"ﬁ”rﬁ
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Al00 Xeon SPR + 8 * DDR5-4800

Hardware 80GBVRAM, 2 TBps 8%64GB DRAM, 8%40GB/s
Spec >$ 15,000 ~ $ 8,000
Ba'z:dwfth $ 7.5 per GBps < $ 25 per GBps
> | Well Suited
. for Sparsity
C
EPZ::Y $ 187 per GB >> $ 156 per GB -

The price numbers are not accurate, just a demonstration!




KTransformers: Arithmetic Intensity-Aware Offloading Strategy A&

I| APPROACHING.AI %

&) >
T Feed-Forward " .
e s Network Offload Priority:
Qut Linear
% shares Epet1] Eowtz) . | 25 Routed Experts
xper 1 A A A
T_,J T
| Laye:r”m Layer Norm
| J Shared Experts
Operator ([ IMLA Attention (] Norm & Linear & : Routed Experts: -
: Shared Experts -
Total Size  : ~ 5B for 128K Context ~17B ~654B
Arithmr:atic High Medium Low MLA Attention
|ntens;t)' e MMM M MM T T T A TTrTM T MM T T M T e T M M T MMM

On a Single GPU

Offloaded to CPUs



User Interface

MoE
Models [ HuggingFace Transformers J
o — ﬁ
DeepSeek LI
M— .
KTransformers Module
Injection
Qwen
—I
Kernel
$ — Replacement
Llama -
— - .
Overhead
| Reduction |
Mixtral
e S
Heterogeneous Hardware
Kimi

Intel Xeon MNvidia
CPUs A100

Mvidia
RTX 4080

Advanced
Operators

Fused-MoE
Module

il

AMX
Kernel

|

1l Avx-512
Kernel

]

Flashinfer
Module

|

Marlin
Kernel

|

Input
Activations

7 ~

(XA

Overall KT-System and Optimize in Prefill & Decode

Expert Weights

Task Scheduler

2 Core Technologies of KTransformers

Threads

A
BEEERL — NV

A

I #a1E fl %

| APPROACHING.AI




KTransformers: Challenges and Key Solutions A IR
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CPU is the Bottleneck for Latency of CPU/GPU Coordination
Intense Computation Poor CPU/GPU Overlap
CUDA Graph

Advanced CPU Instructions:
Numa-aware Tensor Parallel
Intel AMX

Expert Deferral
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Prefill: Intel Advanced Matrix Extensions (Intel AMX) Amfﬁiﬁfﬁﬂrﬁ

| APPROACHING.AI %3

How AV X-512 solves INT8 matrix multiplication problems
AMX is 8x faster than AVX-512
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Prefill: AMX Tiling-aware GEMM Kernel AW[ £3 17 i 4%
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Carefully designed memory layouts and cache-optimized kernels. BF16 GEMM Throughput (Single Xeon4 CPU).
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Prefill: End-to-end Performance AWI 15 15 T 4%

| APPROACHING.AI

Up to 19.74 X faster than Llama.cpp (which does not use AMX kernel)
Up to 5.88 X faster than Fiddler (which uses Torch’s native AMX kernel, sub-optimal)

Fiddler EZ=R Llama.cpp B KTransformers
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Decode: CUDA Graph
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Fiddler

; i _ Llama.cpp
3 :
Challenge: Inefficient CPU-GPU coordination - 107} == Kemel Execution Time ; 1?
g | === Ayverage Kemel Launch Time : ;
Fiddler/Llama.cpp forward (a single token) requires =10% Only 8% of kemels exceed : | :
E ._ _ _aviraiel_aulcrﬂirﬂz_ ' ! ;?5% of k:zmelsh e;:_:ceed
~7000/3000 CUDA kernels, with launch time = 10 i
taking 73%/21% of total. cm— . | : : | _
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T L Solution: CUDA Graph
Latencyl__ A — B L— ( < D L E
Capture the full forward in a CUDA Graph to
" time
Ty p— remove launch overhead, while carefully avoiding
{E'::Li Launch Graph time saved

’ CPU-based operations that introduce breakpoints.
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Decode: Numa-aware Tensor Parallel
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Challenge: Inefficient CPU-CPU coordination
Modern systems span multiple NUMA nodes, cross-NUMA

memory access has worse latency/bandwidth.
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Solution: Numa-aware Tensor Parallel
Place expert weight slices in the local memory of
each NUMA node so that memory access is mostly

local, avoiding expensive cross-NUMA memory traffic.




Decode: Expert Deferral Mechanism AWI ENCHEE
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Decode: Determining the Number of Deferred Experts
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Concern |: Decoding Speedup

Wait EZ# Send + Submit ES Immediate Experts
OEE Attention B Shared Experts Deferred Experts
B3 Gate Sync + Receive

8 Immediate Experts + 0 Deferred Experts

GPU 12

CPU 1
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GPU ' g H 119% Time
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PU 1 ] L0009 0.0.0. 0009,

5 Immediate Experts + 3 Deferred Experts
GPU {rn i RS I +26%Time

CPU 1 EERRERNRRRERIL 9.0, 6. 0.0,9,0.0,9,0,0,0,9.4

M NN W N N N e N W N N

4 Immediate Experts + 4 Deferred Experts

GPU Jressossanad E 126% Time

T T T T 1 T1 P9 n )N ps . i ps .". . _1' T
CPU x"}\‘ Y070 06 48

0 500 1000 1500 2000 2500
Timeline (us)

Concern 2: Model Accuracy Drop

=]
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Number of Deferred Experts

Balanced Configuration:
defer as few experts as needed to saturate the CPU,
while keep at least 2 non-deferred experts per layer to

protect model accuracy.



Decode: End-to-end Performance | A'F']'["Eiﬁfﬁﬂr bx
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Full-accuracy implementation is up to 1.92 X faster than Llama.cpp and up to 4.09 X faster than Fiddler.

Expert Deferral provides up to 1.45 X additional speedups.

Fiddler EER Klransformers
B3 Llama.cpp BN KTransformers + Expert Deferral
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Open Source: KTransformers High-performance Heterogeneous Inference System AT BEME g
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Exploratory Open-Source Framework —— Widely Used

Future. Integrating more features.

Jul. 2024. First open release. DeepSeek-Y2 Feb. 2025. DeepSeek-V3/R | with May. 2025. Release Supporting more hardware and models.

with Single GPU + 136GB DRAM Single GPU + 382GB DRAM AMX-based CPU kernel.

! 1 - 1 1
. @ .

L J

Aug. 2024. Support | M-level long context. Apr. 2025. Support multiple batch size. Oct. 2025. Integrating into ** S,
Large User Interfaces P @ Star History
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(a) Flexible Framework (b) Top 0.01% on Github (c) Various models and hardware supported




Chat: One of my SoCES IS mis -',|f|g'3' Then maybe tha othar oneswant to.a bhas |f: rontast]
Assistant That's quite an amusing explanation| You can treat it as a humorous interpretation
If you find one soCk missing, you could joke: *Oh, my sock went (o a contestt™
prompt eval count: 29 token(s)

prompl éval duration: 0.178556203421309s

prompt eval rate: 162.4138721547634 tokens's

eval count: 54 token(s)

eval duration: 1. 7256833429137635s

eval rate: 31.296T 10862798342 fokens/s

We translate the
conversation to
English. (a Chinese
dataset)

Chat f'n"g.' langue seems broken — everything sour like lemon tasles wrong.
Assistant If your tongue is damaged and causes abnormal taste percaption
eéspecially heighlened sourness 1o foods Bke lemons
it may be because the taste buds on your tongue are affected
Here are some redief suggestions
but note that they don't replace professional medical advice
Seek medical attention If symploms persist or worsen
"*1. Maintain oral hygiene:"“Gently chean your mouth and avoid toothpastes or mouthwashes that may iritate the
longue
2. Avoid irritating foods " Awoid spicy, overly hat, or hard foods to prevent further discomfort
). Stay hydrated:** If your tengue feels dry, iry ice packs or soothing gels

Avoid acidic foods: " Singée your tongue |5 already sensitive, avold acidic foods like lemon waler

Eat soft foods.™ Choose mild and soft foods like yogurt or banana

Consult a doctor.™ If sypploms persist or worsan, seek professional help, further examinations may ba
suggesied
prompt eval count: 20 token(s)
prompl eval duration: 0.157446089340323s
prompt eval rate; 127 0543138974242 lokens/s
aval count: 38 tokan(s)
eval duration: 1.0452061557T68T8s
eval rate: 39 0298031140457 lokensis

KTransformers X LLaMaFactory & SGLang

3 Tutorial: Fine-Tune and Chat with Customized Model

Before Fine-Tuning Model Output

Chat: One of my socks is missing? Then maybe the other went fo a sock beauty contest!
Assislant Master, did your socks sneak oul together~7 [tits head, ears twitch lightly)

They're both S0 cute—maybe they even won first place~ (tall swaying softhy)

When you find them, | can go with you to buy new socks

and then you can lell them a bedtime story,

just like you tell me stories. meow- (closes eyes, purnng softly)
prompt eval count; 29 loken(s)

prompt eval duration: 0.225259035250725s

prompt eval rate: 128.71999410384568 tokens/s

eval count: 54 token(s)

eval duration: 1.6923085T3745509s

eval rate; 31.920251 80345705 lokens's

Chat: My tongue is broken — everything sour llke lemon fastes strange
Assistant Mmm=~ Masier's tongue is uncomfortable? {ears droop down)
Baby's worried, meow~ (ears twilch slightiy)

I QDT |UST D€ me CHNE acia In emons—oialy normal, meow-

It Master feels sour, Baby suggests ealing something sofl firsl, meow
that'll feel batler, meaow

If it still hurts, Master should see a doctor, meaw,

the doctor will help Master check, maow

You can also dnnk some warnm waler ar gargle with salt waler

Baby will help prepare soff food for Master and kel the doctor take a ook
That way Baby won'l Worry, meow-

prompl eval count: 20 loken(s)

prompt eval duration: 0.17 184851283334065s

prompl eval rate: 116.38332362113515 tokens/s

eval count; 185 token(s)

eval duration: 5. 382035017013558

eval rate; 34 3TI615075829976 tokans/s

Styled with a
CatGirl tone

After Fine-Tuning Model Output




More Open Source Integration A 1R # %
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m LLaMA-Factory [Roadmap] Integration of KTransformers as a LoRA Fine-Tuning Backend for

Easy and Efficient LLM Fine-Tuning LLaMA-Factory #9266 https://github.com/hiyouga/LLaMA-Factory/issues/9266

FineTuning — Integrated into LLaMA-Factory for local fine-tuning

¥

/_
SG /g [Feature] KTransformers Integration to Support CPU/GPU Hybrid Inference
for Mok Models #11425  https://github.com/sgl-project/sglang/issues/ | 1425

N

e

Inference — Integrated into SGLang for wider model support and multi-GPU acceleration/

You will be able to fine-tuning and inference 67 1B DeepSeek
and | TB Kimi K2 locally with consumer GPUs + server CPUs!
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KTransformers LoRA SFT: Overview Framework | /‘WFE 18 Tl %
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Fine-tuning @
LLaMA- FaCtory Modules LLaMA-Factory
Unified Efficient Fine-Tuning of 100+ LLMs & VLMs
Data Prepocess § Model Template m Inference Interface § Log Visual (ACL 2024)
Flne-tunlng 'I' llamafactory.readthedocs.io

Algorithm l., Ful ] [ ] [ '_ _. ] ...... 61.3k Star 7.4k Fork

L

h 4

main = - = 1 ktransformers
used?n K Y @ :( Y, E’JSG; LLM vihle Ers

Ise A Flexible Framework for Experiencing Cutting-edge
gﬁ:ﬁ:} KTransformers Hugging Unsloth KTransformers Hugging SGLang vLLM LLM Inference Optimizations
Face Fas kvcache-ai.github.io/ktransformers/
LoRA Backend Engine Inference Backend Engine

15.3k Star 1.1k Fork




KTransformers LoRA SFT: Performance
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14B-DeepSeek-V2-Lite —> Personalize Assistant

fast x1.8 =
uggingFace
500 Unsloth
E 433 Klransformers
%
T 400
© 4090-Level
s St
"y
3 300 82% OFF
[o¥]
=
% 200}
g PC-L I
E 100 ) 64 .~ eve
D i 'l
Throughput (token/s) GPU Memory (GB)

Values (14B Memory scaled x10)

1400

1200+

1000

800

600

400

200 F

671B-DeepSeek-V3 —> Explore Al Scaling

ONLY ONE
SUPPORT with
4090s

x 1 x b

1404
HuggingFace
Unslath
Klransformers

H100=Lev el
5% ONLY

4090-Level

Throughput (token/s)

GPU Memory (GB)

Test three backend for LoRA Fine-Tuning with LLaMA-Factory




KTransformers LoRA SFT: Stylized and Benchmark Performance AW[Liﬁﬂﬁ
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DeepSeek-V2-Lite-14B

« 5GB GPUVRAM iy We translate the
. 30GB CPU RAM Sl
. ke s ong dataset)

* End-to-End 227.6 token/s ,
Styled with a

CatGirl tone

DeepSeek-V3/RI1-671B

+ /0GB GPUVRAM

+ |.2TB CPU RAM

* End-to-End 40.35 token/s

P AfriMed-QA (SAQ) BLEU-1 BLEU-2 BLEU-3 BLEU-4 ROUGE-1 ROUGE-2 ROUGE-L
Kimi-K2-1T V2-Lite (no LoRA) 13,58 11.12 9,10 7.23 22.48 7.81 11.73
+ 81GB GPUVRAM KT-LoRA fine-tuned V2-Lite 35.90 27.63 22.99 19.15 35.25 17.50 28.44
« 2 |TB CPURAM V3 base (no LoRA) 12.75 10.27 8.05 5.99 20.33 5.65 10.11
+ End-to-End 36.55 token/s KT-LoRA fine-tuned V3 42.42 34.12 28.95 24.54 41.97 22.37 33.28



Customize your KTransformers-FT: Customize model
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model_name_or_path: must be BF 16 model

* DeepSeek-V3 i F »

£ Saletensar despsesk_v3  cormeersationa CUSIDIT 4 & tei-gensrat

Moded card Files and versions < z=t Community [

=~ 689G, 671B => FP8

P main DeepSesk-y

misr 00 815209

miodel-0001-of- 000163 saletensors = wal
miodel-00002-0f-000163.satetensors ¥ el
model-00003-of-0001 63 saletensars &

o i DeepSeek-V2-Lite Fallowing or Ds

Tt Gensratio ® Transformer 8 Saletensos joapsaak v rveratsanal ko] (s [ & loxl-goneration
Model card Files and versions art ammunity [
' main DeepSeek-V2-Lite =1 32G, | 4B i BF | 6

mashirong 1l t e apsEeh Al4A56E

&, How to Run Locally

wriingg th kediowiog hardwers and pran-acane confmn iy wellmase

https://github.com/deeps

cek-

alfDeepSeek V3

'-Mb P E L n AMDH GPLE i SGLa i Bolh BFSE ared FFE ok
8, Hussrl Racend MPU- Sipports runrine DeepSesk -V on Hemssl Ascsnd devicss in th BT and B
3 i% il ity kel i O f e e, i vy P PP wakg it 11 vl neginne B 56 wasghis fol
in in BF18

—r iy

Similarly,

Kimi-K2 is INT4 format,

need convert to BFI16,

then fine-tuning with KT.



Customize your KTransformers-FT: Customize LoRA & Train Al‘l[#_iﬁﬂﬁ
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range in [4,8, 16, 32]

lora_rank high -- more memory, more fit to

big scale data

which layer you want to fine-tun TG
lora_target arnup_ratfo: 8.

choose less layer -- low memory ddp_timcouf: 180800600

|

Challenge How to Adjust

GPU memory tight Set per_device_train_batch_size=| + gradient_accumulation_steps=16

Model overfits Add lora_dropout: 0.1 + reduce 'num_train_epochs’ to 2



Customize your KTransformers-FT: Customize Dataset | AL'F']'["Eiﬁfﬁﬂrﬁ

| APPROACHING.AI

Step3:

@:ep |: Construct your own data, fit with
the format as follows

LLahMA-Factory / dats [ alpaca_en_demo.json (& z: 108868

Code Blame 4

@epl: write the name-path of your datzm

to LLaMA-Factory/data/dataset_info.json \

LLaMA-Factory / data / dataset_infojson &

Supparted Models

template: must fit the pre-trained model - witte _—

Code Blarms

o124 e

Py

T cutoff_len: truncates long texts

\\ / max_samples: set 100 for debug, None for full training
O




Customize your KTransformers-FT: Customize KT-Optimize

ATWEI% A

| APPROACHING.AI

What is KT Optimize Rule?

Take a example,

KTransformers offers high-performance operators,

which replace the original model operators following

our optimization rules.

KT Support Operators (Partly)

match replace
Limear KTransformersLlinear
EXpErls KTransformersExperts

Attention  KDeepseekV2Attention

Mok KMistralsparseMoEBlock
KDeepseck'/ 2hof
Meode Kwean? Moabadsl

KDeepseekV2hodel
RoPE RotaryEmbedding

YarnRotaryEmbedding

backends
KLinearMarlin
KLinearTarch

ELinearL PLInfer

KLinsarFFR

KExpertsTarch

KEsperishMarkin

KEepertsCPU
KDeepssekV2Attention
KirweniMoeSparseMoeBlock
K Deepseekl 2ok

K rwrend MoesiMods
KDeepseakV2Madel
RotaryEmbedding

YarnRotaryEmbedding

descriptions
Marfin as backend
pyterch as backend
llamahle as backend
Triton fpB_gemm kemel, Requires GPU be able to ealuculate fpd

data

pytarch as backend
Mardin as backend
llamafile as backend
MLA implementation
Mok for Chwend

Mok for Deepseck2
Meadel far Owend
Model for Deepseekl2
RoPE module

RoPE module



KT-FT Tech Part |: KT-Attention (KTLinearLora)

AI”I 2 15 4 4%
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Retaining the inserted features of both KT and LoRA

Large
Language
Models

{ DeepSeek

l QOwen
GLM

InternLM

LLaMa

User Interfaces

Webli

OpenAl API Ollama API

HuggingFace Transformers

I~

Advanced
Kernels

llamafile

Marlin

Flnsh_'.__'}

/(_:aptu re by Torch

Compute Graph

[ torch.nnModule } [
. 4

Linear LoRA
target_modules

ABC }

/

KT _inject

KlLinzarBass

[EHSE-'HEEEEIL'DCIU ?] [

U
KTransformers | On-demand
Quantization _
N
) X
=+ P |
{ ] Operator
= | Placement )
) i
Heterogeneous Hardware
.-Intel.-'AMD Nvidia | . ﬁ;pple_ -
CPUs | GeForce | Silicon

oneAP|

' cuBLAS

] { BaseTunerLayer J
i

LoRA inject ]I

[K_ran-?clrr“:ers L'ﬂ.ea'}

N { LoralLayer J

L.

v

KT Features

LoRA Features

KT load

S

LinearlLora

KTLinearLora | KTLinearlLora

FlashAttention
Backward
KTLinearLora EatS ‘




KT-FT Tech Part ll: KT-MoE (backward) Al‘l[i_iﬁﬂﬁ
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In torch compute graph:

MoE: AMX+Intel(R) Xeon(R)
Platinum 8488C
— . +2 RTX4090 (48GVRAM)

— KT-MoE ] Wreem— Torch-MoE }
¢ - TFLOPS | Timel/layer

Forward 9.53 50.6ms
Backward 11.09 67.4ms

Compute the backward of MoE in CPU, not seen in torch compute graph.

layer1-Attention

layer1-MoE

s S =, * Support AMX/llamafile
* Support NUMA

* Support forward cache




KT-FT Tech Part lll: KT-multi-GPU (KTrainer & KAccelerate) Al‘l[#_iﬁﬂﬁ
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Motivation: DeepSeek-V3-67|B requires 70GVRAM in KT, needs to place on 2 or more RTX 4090

[ Avoid transformers carry model to single-gpu, keep KT placement ]
' ™
Construct Class _
KTrainer & - KTrainer: Use ModelParallel, forbid DataParallel for multi-gpu
. KAccelerate | h

KAccelerate: loss move to cuda:0, other tensor remain in multi-gpu

Test Result

Qwen3MoE-235B 16G GPUVRAM+455G CPU DRAM Kimi-K2-1000B 8/G GPU+1.9T CPU+200G swap
target_module: QKVO+shared experts+FFN target_module: QKVO+shared experts+FFN
_End-to-end speed: 5128/ 119 =344 token/s End-to-end speed: 512%8/ 115 =35.6 token/s




KTransformers Inference: Demo AWEI% i %
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KTransformers Inference: Overview Framework | Al‘l[ i3 18 4%

|| APPROACHING.AI ‘rw_

'-'-{:} |'-'-:":I
F eed-Forward . -
e s - O Network Hybrid Expert Backend:
S Ot Linear . .
e : AMX-optimized CPU kernels + CPU/
KV 'CB-:;'rE MLA Et_;mfa.g Expert 1  Expart 2 ;;ﬂ
e xpert 1 A A i . .
1 |' o GPU Hybrid Expert Parallelism for MoE
?&em:f KV Linea Rn;ﬂ“ . _-‘I . : r'
T | $ K Transformers
Layer Morm 4
T Layer Norm
| - ! *SGIL
Opritor C] T — Ns:rm: EL;neal;s & i | GE RoisdBpers | Multi-GPU Hybrid Serving Engine:
: ared Exper : :
: g -3 |= ' + M
TotalSize  : ~ 5B for 128K Context — P — Multi-GPU Tensor Parallelism + Mixes
'ﬁ;::;:?sc : High Medium P Low :  different backends under one API
T L T T TP

On a Single GPU Offloaded to CPUs




KTransformers Inference: Performance Al‘l[ 18 4%
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ative KTransformers: single-GPU+CPU

Fddier Bl kiranstormers Multi-GPU + CPU Hybrid Inference Throughput
Liama.cpp EBES Klransformers + Expert Deferral

DeepSeek-V3 (intd) on 8x L20 GPUs + Dual Intel Xeon Gold 64545 | Input: 128 tokens, Output: 512 tokens
BF16/FP16 Models

Quantized Models

9 0
] 25 4] [
9 g 907
o 20 - ) £
@ 15 @ =
g | 820 B . g
V10 e gy (] i . - x o 5" 0o
2 BN RN 2 2N N ERA 5
T 51 Rl BN BN | 3 el TRR R T 804
8 o RN VERN AN | B | ESS BN BN 60+ 5
2 . : 2 © "Dps3int4 DS2Int8 QW-2Int8 = a1.2 .
24.9 25.2 28.7 Sl
Figure 12. Comparison of decoding speed between KTRANS- 0 .. . . . .
. 1 GPU+CPU 2 GPU=+CPLU 4 GPU+CPL B GPU+CPL
FORMERS and the state-of-the-art baselines. GPU Configuration
Bl Concurrency = 1 ] Concurrency = §
KTransformers gains to reduced CPU/GPU The same 8-GPU configuration achieves a 264%
coordination overhead, reaching up to 4% speedup. throughput gain compared to | GPU.



KTransformers Inference: Practice Tutorial
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Stepl: Prepare the model weights
/Method |: Download the quantized model from \

https://modelscope.cn/profile/ ApproachingAl2024

-3 mModelscope Hime el Diatasets
ApproachingAl.. Al
A e

ApproachingAT?@24/bge-ml-FPT6

hpproashingd {DeepSesk -1 -NextN

(" Method2: Download the origin model from A
Huggingface, and convert by https://github.com/
kvcache-ai/ktransformers/blob/main/kt-kernel/
scripts/convert_cpu_weights.py

13 convert_cpu_wesghtspy

Kxheﬁ.ﬂmhu“h”h¢m.. s - _‘,)

CUDA_VISIBLE DEVICES=1,2 python

--enable-p2p-check \

--disable-shared-experts-fusion |




KTransformers Inference: Practice Tutorial Al“[#_iﬁ fid %
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Step2: Launch the SGLang server KT settings about run faster/ more precise:

--kt-method: more throughput with AMXINT4, more precise

CUDA_VISIBLE DEVICES=1,2 python -m sglang.launch_server

t9.000\ S . with AMXINTS; without AMX, you can choose LLAMAFILE
R e --kt-cpuinfer: More CPU cores — higher MoE throughput
--kt-threadpool-count: The number of NUMA nodes

--kt-num-gpu-experts: More gpu-experts — faster calculation,

but higher GPUVRAM needs

More original SGL settings refer to _ _ :
https://docs.sglang.ai/references/fag.html SGL settings if you deal with CUDA OOM:

--mem-frac...: f OOM, small to decrease KV Cache memory
--chunked-prefill-size: If OOM in prefill, reduce it to 2048/4096

--max-running-requests: If OOM in decoding, lower it

FTh e --max-total-tokens: If not long prompt, lower to prevent OOM

--disable-shared-experts-fusion \




KTransformers Inference: Practice Tutorial
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After launch the sglang server, the model exposes an OpenAl-compatible Chat Completions AP

Just send HT TP requests to call the server by POST:

server_host_address - http:

chat_completion endpoint {server_host address}/vi

request_headers
ontent-Type”:
1

request_payload

http_response
http_response. raise for_status{)

response_json_content = http response. json{)

assistant message content response_json_coentent[ choices” ][

print{assistant message content)

requests.post{chat completion endpoint, headers=request headers,

json=request_payload)

python -m
sglang.bench_serving \

--backend sglang \

--host 127.0.0.1 \

--port 30000 \
--num-prompts 1000\

--model
models/DeepSeek-R |-
0528-GPU-weight

Use the bench_serving in sglang:

Backend:
Traffic request rate:
Max request concurrency:
Successful requests:
Benchmark duration (s):
Total input tokens:
Total input text tokens:
Total input vision tokens:
Total generated tokens:
Total generated tokens (retokenized):
Request throughput (reg/s):
Input token throughput (tok/s):
OQutput token throughput (tok/s):
Total token throughput (tok/s):
Concurrency:

End-to-End Latency
Mean EZE Latency (ms):
Median E2E Latency (ms%:

-======Time to First Token-------

Mean TTFT (ms):
Median TTFT (ms):
PSS TTFT (ms):
Time per Output Token (excl. 1st
Mean TPOT (ms):
Median TPOT (ms):
P39 TPOT (ms):

Mean ITL (ms}:
Median ITL {ms):
P95 ITL (m=):
P39 ITL {(ms):
Max ITL (ms):

---Inter-Token Latency-----

L ELT

inf

183867
116287

148945
token)
129.39
78.35
513.43

129.66
76.04

125.38
148.76
111682

o
.B6
73474 .43
GBB96.B6
.34

.23




Thanks! Al‘l! HIRRx ,

kvcache.ai

KVCache.Al is a joint research project between MADSys and top industry collaborators, focusing on efficient LLM serving.

A 903 followers & https://madsys.cs.tsinghuaeducn/ B3 zhang_mingxing@mail.tsinghua.edu.cn

Lustomize pins
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] Mooncake Public 5 ] ktransformers Public

Mooncake is the serving platform for Kimi, a leading LLM service provided A Flexible Framework for Experiencing Cutting-edge LLM Inference
by Moonshot Al Optimizations
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®Go 1758

https://github.com/kvcache-ai




