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[ KTransformers Case Study ]

Coding Fine-tuning on Qwen3-30B-A3B

Coding fine-tuning: code generation ¢ bugfix e refactor

{6} Model: Qwen3-30B-A3B | | & Env: AutoDL » RTX 5090 32GB * RAM 90GB

@ Data: Coding instructions {§} Method: LoRA (default) : ‘ 0] Context: 8K |

Training - Eval - Deploy

{S% Fine-tune Eval 47 Serve
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- [=
[‘Q HumanEval: Ready] [Eg‘ MBPP: Ready} /\/\/ GitHub Case QR/ Link
[=

Study Link
Result: Adapter trained e Eval loop ready

KTransformers Case Study

Coding Fine-tuning on Qwen3-30B-A3B

Coding fine-tuning: code generation e bugfix e refactor

{8k Model: Qwen3-30B-A3B Env: AutoDL ¢ RTX 5090 32GB « RAM 90GB

8 Data: Coding instructions {§} Method: LoRA (default) 00 Context: 8K

Training = Eval - Deploy

{3} Fine-tune ———> [v] Eval

;@ Serve

[‘Q’ HumanEval: Ready ] [ Eg MBPP: Ready]

QR/Link |
Bl
i

(& GitHub Case Study Link |

Result: Adapter trained e Eval Ioop ready
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BRTURERG], Bt UFEERHALR. MRIREEMFE LoRA/Adapter T (BEEF. ER. BR. o
BEER MoE/KETX) , HNBE—EECESMERE scaleup: IEEXENSGE TR EEIN. BT R, 8
R IRER,

R EREt A

1) —@iEHE: ROBERRA, BRI

2) WFEL: BENLOMEIIIEXRE

3) WIFEHR: (RBBEENET (MR/EWRF/HA/RE)
4) BNER: —MEIBOISAD (REBDXRHNHAENR)
BMNs—EMtA

751 BAINBINE R

MRS R PRIRZRRIOREMARS (EARE/ERETX/ERRE)

FE M WICHERBS XBEFIEEZ, LRI EFI B N AF+REEE"
SR Bt APEMECS (JIZEE. REESUH. TENEAE) , RIERIARE—REZ
XM FEERHBINR RS RGIFE, MELEHDZ5EE

FHelr

BA—THENNHERS (BEAFSRBALO) + —KMEERRK; MRAEMH, BINSFIEERA Case
Studies BY"HBIREE 1, HMATHHIKD =,

Ehh{ER Iz



WRIRBAEMIEIE, £ 15255; WRIEE LoRA HIF+HEIE, 2E1-52-53-5(4, 7i%)—5

1. fHRELZ3
RETE=1"TEZERMRXISSNEESEK:

o SGHAEMBEtR: REE, TEEM KT i@ (LoRA)
RUFEIEYS CPU ERMEXME; GNREM KT 7, CPU hIIsZHF AMX,

* CPUAfF: REMESHABARENESPERE
REA, F&R/ETXHE, AFRKES; XEETEHRERIXE,

e GPU B7F: REMREEM S gpu experts FKig&E (LEHE MoE)
gpu experts HZBEMR, EEFFHEBHA; GPU MEINtbR—EH LU,

Note

KT SR RER CPU X5 AMX (Intel BOEPFINEIELEE) . BIFA: 1lscpu | grep -i amx || true #&

o

HIENR/NFEREE~REN—3 (BEBZRNE, = batch/HA&/seq len/FREEM, (XAELSIRR)

B8l AutoDL RNEE#Z{EF 5090 £ (FREUIEIESHEAE) .

EE KT 2 (=417 1/2) KT i@ (23%)
DeepSeek-V2-Lite-14B 3GB 277 + 15GB 7% 6GB 217 + 30GB A7Z
Qwen3-30B-A3B 3GB £7F + 30GB 7% 5GB £7F + 60GB 1%
Qwen3-235B-A22B 9GB 277 + 225GB 1% 18GB £7F + 450GB N7z
DeepSeek-V3-671B 35GB £7F + 0.65TB A7Z 70GB 2717 + 1.3TB AfF

A Qwen3-235B Jfll, #iXiEiFE = 450GB ATEAIEHI (%0 6 x 90GB = 540GB) , FHEZwffiIA CPU X§F
AMX,

BRi AutoDL A1, 5090 #12289 CPU £ Xeon(R) Platinum 8470Q (i#5 AMX) , AIEAATFIHIEFIA.



iEsR: | #EitE | @88 88 &R
PRO6000
R AEitBX | tRBR @ EBRAR @ AWRBK  ItRAXK LUK
L20¥X  VI00EX  A800EX  ERLREXR  HHAEEX
GPUELS: - RTX 5090 (144/1173) RTX PRO 6000 (383/1161) VGPU-32GB (41/1790) VGPU-48GB (139/520) H800 (2/104)
RTX 4090D (0/1188) RTX 4090 (2/1944) RTX 3090 (0/258) RTX 3080x2 (0/435) RTX 3080 Ti (0/380) RTX A4000 (0/24)
RTX 3060 (0/32) GTX 1080 Ti (0/14) CPU (3/334) CPU-close-HT (0/6) VGPU-48GB-350W (16/80)
GPUKE: 1 2 3 4 5E|7 8 10 12

FE4LBX / B62#]l | cublogadar  EIFEFE: 2027-02-01

RTX 5090 / 32 GB

=R/a8 0 /8

B/GPUSTE B AMXIELE gy HE
CPU: 25 #%, IXeon(R) Platinum 8470Q| R4TE: 30 GB
M7F: 90 GB #iEE: 50 GB, W¥ A 7980 GB

MKFHIERT, 27 6*90=540G A

2.39/5 vs03/8

¥
RAREE7.94 ¥2.39/8F

€ 7.937

GPUZRzf: 580.105.08
CUDAKRA: <13.0 ™

4090 #1831 CPU %234 Xeon(R) Platinum 8352V (%15 AMX) , Eitt RiES KT HIE,

Wi AIRZF ARS8 WE= BB B3 v
EAR: REITE 21=] ai 2]
PRO6000
WK FEABR ERAX  WEBR | ERAR MUK
L20ERX VIOOER — AB00ERX BREEEX ERABEX
GPUELE: 28 RTX 5090 (1087/3280) RTX PRO 6000 (0/8) VGPU-48GB (45/250) VGPU-48GB-425W (79/160) RTX 5090 D (3/11)
RTX 4090 (85/984) CPU (5/44)
GPU#E: 12345@7810 12

JERBX / 3144], | dad14aae78  FIFHAZE: 2026-05-01

K
RTX 4090 / 24 GB =m/226 /8 o
SCPUSER i HE v2.18/m ¥o20/t & o5
CPU: 16 #, Xeon(R) Gold 6430 ZY%#: 30GB GPU3RzA: 580.76.05 LRRIEZO5H ¥2.18/0
K7 120 GB #iEE: 50 GB, AIY A 87GB CUDAKRZA: <13.0 ™
JEFRBRX / 0184  4a2f428b45 AIFHAZE: 2026-05- il
RTX 4090 / 24 GB =w/s8 0 /8 I =EL
SGPURHE R HE 2.18/m ¥220/8  © osi

CPU: 16 #%, Xeon(R) Platinum 8352V

A7F: 120 GB

2. MRLZRSRBHES

X—TiamMiEL:

o HiE— (WFKHISEA) : A AutoDL # miniconda ERRE&R, MFEBE/whl £&; RIFEIRENREC

AIRIR, SEENSERER.

AYE: 30 GB
#iE&E: 50 GB, ®I¥ & 340 GB

GPU3Rz): 580.76.05
CUDARKRZ: < 13.0 ®

¥
BRBKE5H ¥ 2.18/k

o HiET (HWFEMELF) : HIEFER KT A% AutoDL ttX451&, FFFEEDA.
MERE (FHBiE—) : miniconda && + FIBEER, EZHRINIR KT 48EF] feature



Step 1 | EEMHEMSR (miniconda)

TEFEN23- B SEBIRIRT iR, 1%4F AutoDL A9 miniconda Bt (MTE) , EHIBSHRMBKRH—RELT,
AEMREN N RS, RETERER.

tEAH: ZREIT®E | 88 8®"R 88 &M

BIRTENGMAT U ES N, SR E, NBREBHATHIFAOMNE

&R 4D whme/eE FHGPU & HGPUTE cPUmE W - 355/CUDA fria(es)
RTX 4090 CPU: 16 X R) Plati 8 : 50GB IXzh: 560.35.03 ¥1.98/H

o 1034 5/8 1% eon(R) Platinum ﬁﬁ(?&ﬁ IREN /B
24GB ATE: 120GB 352V B A: 682GB CUDA: 12.6 Y2084

CPUME: 1 2 3 4|Z|

HiER:  %RFH50GB REYE
682 GB

REITRTHIN BFHUERRR 0.00667T/ H/GBER A 24 TIIR(TIRLAIZE X)), ERTEY B/ BB

IHIFNE:  GPUELS CPU fE3 ARE BiRE
RTX 4090 * 5% 804l 600GB 30GB %8450GB SSD , {4#1682GB

hot
Bifg: EiiRE | HEHHK  BORE  RERENFER?
EMSGGEa8AERRY, W REFIIER. Miniconda., MFHMREAISIRERE

Miniconda / conda3 / 3.10(ubuntu22.04) / 11.8 v

bE/SEIAI £ E ssh &R A :

BREH  HEEXNISRIBRES, SABKASBMEESERTRE, BRATSAERIEE.

B H fiin—c=3 ¢ TEBEATEE v HRRLPIZFR/ID

SEID /&F RS ¥ g Fli RERS HEAR Y BHEHE/SNEE O SsHER RETA i
BRIES JupyterLab
ARBEK / 1034l . RTX 4090 * 5 R 017% . e KASKRERE ssh¥tikek ) AutoPanel
o i BRI iR 0.00%(E) o R BER R =i eI HoEs
| — P

Step 2 | Bl —1 conda FIEH TR L

E2E VAT conda I8 E— P IMERER LS KTransformers #I8 + SGLang; — M IREHE
KTransformers #id + LlamaFactory, TEFE &S SSH & LA ZEEIRE:

# 0. AutodlRAT —1EARMEF, FJUMERANT

source /etc/network turbo

# Conda Ifi&: FOR inference
conda create -n kt-kernel python=3.11
conda activate kt-kernel

# 1. T KTransformers IE: EEZF|ERkt-kernel FEpiplt, EFATERERIILE, FEEEZRFERIU
Bi%: pip install kt-kernel-cuda

git clone https://github.com/kvcache-ai/ktransformers.git

cd ktransformers/kt-kernel

@ 2B



./install.sh

# 2. T¥E sGLang: 1BEE KTransformers EEIEEHIIXT SGLang Z214
git clone https://github.com/kvcache-ai/sglang.git

cd sglang

pip install -e "python"
# Conda ¥fiF: FOR SFT
conda create -n kt-sft python=3.11

conda activate kt-sft

# 3. ®H LLaMA-Factory:

git clone https://github.com/hiyouga/LLaMA-Factory.git
cd LLaMA-Factory

pip install -e .

# 4. & KTransformers flid: 3IMTHIT, —EAERE!

conda install -y -c conda-forge libstdcxx-ng gcc_impl linux-64

conda install -y -c nvidia/label/cuda-11.8.0 cuda-runtime

# RNTBRAMRZRE, EEEETNSNMNRARN KTransformers ] flash-attention HJ whl fl, &
https://github.com/kvcache-ai/ktransformers/releases/tag/v0.4.2 ] https://github.com/Dao-
AILab/flash-attention/releases

pip install ktransformers-0.4.2+cul28torch27fancy-cp31l-cp311l-linux x86 64.whl

pip install flash attn-2.8.3+cul2torch2.7cxx11labiTRUE-cp31l-cp31ll-linux_x86_ 64.whl

Step 3 | REFHHEG (BIUERE)
HIRIARETHE, BINE AutoDL IZH SIEHRIEAIRFENIROLFRE . IHEEMRESRENE, MAFE

EEXBRTEME,

BRES JupyterLab
L RTX 5090 * 1 RS 55.93% » R KNISRERR sshkkerk () AutoPanel -
Obiehs e BiRR 58.17%() U2, ELE wEERA =B zos o=
n — -
FRBAFHL
2 mis
- XAV TR
“ BERENER R
FIRE
yEmER
FEER
%EFaAR
sl )

BESLHIE MR
{ESSHETD
EERR

[ e

HIRRE (%) : KT EHATH AutoDL #EXER1G (HIERETT) , ERMThEEIRIEE
2

MRIRBEEEHERNE, IMAMNERR (BiF—) , BEEA KT RmiHX%RE, #NGEEIRATF KT
MIASHE (EfsZLZEllamafactoryfsglang) .

Step 1 | BIESCHIRNEIFHXFRE (W TEMTBRZEERR)
ERTXRGERREHALH



EEEN: D wHBeS/BE THGPU &+ HGPUSE cPumE TR

RTX 5090 CPU: 25 Xeon(R) Platinum 8 #: 50GB
O 268 1/8 *z (R) Plati HE

32GB A7F: 90GB 470Q A A: 6067GB
GPUKE: \I|
WiER: %E50GB REN B

IHIFME:  GPUELS CPU AE ROE BiER
RTX 5090 * 1k 25110\ 90GB 30GB % #%50GB SSD

hot

B EREE BNEE  HERBE24A?

HAREREAFRGR BRER
[ -Pizesad

{jﬁ%% iﬁﬁ& v

HEF(ERO.S. 1A, ERBET ZAIREHRNENER

HEB&

HIEBM MNE&FR/ID ktransformers

BRER

deepseek-ai/DeepSeek-R1/deepseekr1_671B_ktra... . Iccdoge kvcache-ai/ktransformers/ktransformers & GPUSnail
2UWER! FIRTH. HEHMdeepseek_r1 API E7B... 1, 286 Ktransformersti @it 5. EIRAMAAMKRES... L, 50

kvcache-ai/ktransformers/KTransformers_offical O KTrans... AR BB RRAS
KTransformers fi#E— {8t 5K, 48 lamafact... I, 6

v0.5.1 1845 T HiA B ERITE EE Lo O
#EZ2: PyTorch:2.9.1 CUDAKRZA: 12.8  HiffKk/\: 23.78GB 2026-01-20

v0.4.4 BiEHEE—kqy L6 O
#EZ2: PyTorch:2.9.1 CUDARRZA: 12.8 B1&K/\: 16.68GB 2025-12-30

Step 2 | XEY SSH ER{EEHER

BEXH  OBELEASRRBNES, LHABRKRSSHEIRETATTRE, BHRATSHAEREE. @ EFFEIESH)

T HEEE [¢] AT v FRLGIZI/ID Q

SEFIID /BT RS vV MR AR RERRTS HEAR ¥ RS E)/EHUEE O SSHER RIETR HBIE
BRIES JupyterLab
AERBKX / 1034l o RTX 4090 * 5 RAR 0.17% M e KSR ERBB sshwmmes (51 AutoPanel
I o BT . iR 0.00%(F) o IE® REITHR [P— =i S X E3Z
i s 3| mms




Step 3 | #NEIREWIRE DML

WRERTHEZ HEXREK) , EAREEANEIAXER/MREELEST (WTE) . LERRFET—
TTUTF, RETHEEHREXRESTAN,

AutoDL

Bx ! R

/ LHAXNBEFARER, IFRABE. SRRFHRE—ERE.
/root/autodl-tmp IPXRNBEASTER, AFKESIRRSHEE. EFEARERE —EREF

1 25 &y
F: 90 GB
J ¢ NVIDIA GeForce RTX 5090, 1

: 56% 17G/306
H: 59% 88G/150G

root@Pautodl-container-e76b459451-dda04498:~# 1s

flash_attn-2.8.3+cul2torch2.9cxx11abiTRUE-cp312-cp312-1inux_x86_64.whl
autodl-pub

ktransformers-0.4.2+cul28torch29fancy-cp312-cp312-1inux_x86_64.whl
root@autodl-container-e76b459451-dda@4498: ~# ||

MR MR ERBEBWLE conda I4E, FIA conda env list BE; BRIEERFEINI
1BENAT,

REESR

BT REXHRK, EFEEEHANIE AutoDL EUER (BRASEEE, WTE /root/autodl-tmp) , F

Jim

FA huggingface-cli THZEIIEEB %,

* Documentation: https://help.ubuntu.com
* Management: https://landscape.canonical.com
* Support: https://ubuntu.com/pro

This system has been minimized by removing packages and content that are
not required on a system that users do not log into.

To restore this content, you can run the 'unminimize' command.
Last login: Mon Dec 29 14:58:15 2025 from 127.0.0.1

AutoDL

B X ! 1t BR

/ LHAXNBERASER, IFBRABE. SHRFHRE —ERE.
/root/autodl-tmp LHXNBEFRAEER, IFREEIOERENHRIE. EFHEREFRE—ERE

: 50 #Z i
: 180 GB
J ¢ NVIDIA GeForce RTX 5090, 2

* 41% 13G/306
: 38% 57G/1506G

root@Pautodl-container-e76b459451-dda@4498: ~# I

WRIRFEM Hugging Face TEHAIER, AutoDL BERME TEFTEARFRBNMBLIRE source
/etc/network_turbo , RAJASC/BRATE, B huggingface-cli iIBERE FHIIBIEEZE %,




AR BMFE BF16 BMREAT KT /A, MRRTEHAZ FP8 EEMIE, 152 E DeepSeek-V3 #1,
7S HATHEIR,

# ER(ERRRA

pip install -U huggingface hub==0.34.0

huggingface-cli download --resume-download Qwen/Qwen3-235B-A22B-Instruct-2507 --local-dir
/root/autodl-tmp/Qwen3-235B-A22B-Instruct-2507-BF16

3. LoRA #i: A KTransformers &iB"EFA 02" 0)fa4t 128, B
LLaMA-Factory 53L38#EE /A

X FKT+llamafactory3Rin, MRS ARELCKNE, TRIBITWHIN:

cd LLaMA-Factory

USE_KT=1 llamafactory-cli train examples/train lora/qwen3moe lora sft kt.yaml
MEBFRMER YAMLEEEX ., Eif YAML EFEZERBER KTransformersffift, HIEERERESH
kt optimize rule, B{fZ3E examples/train lora/qwen3moe lora sft kt.yaml (¥1TF[E) ,

». gwen3moe_lora_sft_kt.yaml

: /mnt/data2/models/Qwen3-235B-A22B-Instruct-2507

identity, alpaca_en_demo
: qwen3_nothink
: 2048
100000

t_dir: /mnt/data/lpl/test_adapter/Kdemo_qwen
5 10



https://github.com/deepseek-ai/DeepSeek-V3/blob/main/inference/fp8_cast_bf16.py

: examples/kt_optimize_rules/Qwen3Moe-sft-amx.yaml

WERSERGE, LORA BRERTFTE output_dir IEE BRF, —ME safetensors TN H I adapter EEEXH, /&
IR E NI B XA,

4. HIRIOE (FIiESTE) - F LLaMA-Factory [RIERZ B EIATIR

SIRNIFETE, RZAMEZ A LLaMA-Factory REREINIE: MNEEERE + LoRA i&ficss, EIZXIE/L
B, BIMREENKAS/BENHILIT . X—FPRERRHEIL, RERBINERATE. SN,

cd LLaMA-Factory

llamafactory-cli chat examples/inference/gwen3moe lora_sft kt.yaml

WFEFIR, REIME—RIEE YAML, 18EEEREIKIZS adapter BH%, FE infer_backend 1%
ktransformers, EIRTHRIR use_kt 5 kt_optimize_rule FIYIZATRIF—, XHENMBSIHTERRZASENL,

inference > » qwen3moe_lora_sft_kt.yaml
] 3 )T _pé : Qwen/Qwen3-235B-A22B-Instruct-2507
e_or_path: saves/Kllama_Qwen3MoE_235bA22b
: qwen3_nothink
ktransformers

e: examples/kt_optimize_rules/Qwen3Moe-sft-amx.yaml




fRANRAEAEA LLaMA-Factory #ATHEE TN, tBRIBAEIZA LLaMA-Factory f'2—1 API BRS5, ECEXMHLARRE
— IR YAML, XFFRA] IARIRCEEZE B CRTNMAR, EERITUEMICIERREE demo BiR,

# YAML X EERG—H
API PORT=8000 llamafactory-cli api examples/inference/gwen3moe lora sft kt.yaml

5. RiE+FEEHIENIF: F SGLang IBERITRLIATE API, HZIFME
LoRA

MEREBER, BEREMNHTIHEHENT (LML AZEbenchmark) , #iXA SGLang 2RSS .
KTransformers 27£ SGLang B server IZEXRITERR, MEBZRTEM=HE: HEF LoRA B (&
MFEHR) | HERLT CPUMIAXE (fINT8 £1t) . AASH launch_server E2lRSHESENEITH KT 5 LoRA,

1. IREZEiL SGLang iR%! LoRA adapter, Feifil— Ktk

# {RFRIHEIR{RAcheckpoint
cd sglang
python convert lora.py <YOUR _LORA ADAPTER_PATH>

2. NRMRHERLZE BF16, BIRFEHE CPU MEBNF/EIREIE, aJIUE CPU NEEM AL INTS HiEEM L
B%. S&E@EG Minimax M2/M2.1 A& Kimi K2, sJIAERERBEH#THEHE (FPS, INT4) , B{RRIIA
22E KTransformers V0.5.0 RGN ERH (FERP L V0.5.0 KA L KTransformers)

cd ktransformers/kt-kernel

python scripts/convert cpu weights.py \
--input-path <PATH TO>/Qwen3-30B-A3B-Instruct-2507 \
—-—input-type bfl6 \
--output <PATH TO>/Qwen3-30B-A3B-Instruct-2507-INT8 \
--quant-method int8

3. #RE7E launch_server BT --kt-weight-path }EHET’C HINEB®, BT lora-paths 86 LORA
Adapter, EAfh SGLang E&hRY advanced 4088, 5% SGLang Tutorial.

python -m sglang.launch server \
--host 0.0.0.0 \
--port 10103 \
--model <PATH TO>/Qwen3-30B-A3B-Instruct-2507 \
--mem-fraction-static 0.7 \
--chunked-prefill-size 2048 \
--served-model-name Qwen3-30B-A3B-Instruct-2507 \
--tensor-parallel-size 1 \
--kt-method AMXINTS \
--kt-weight-path <PATH TO>/Qwen3-30B-A3B-Instruct-2507-INT8 \
--kt-cpuinfer 64 \
--kt-threadpool-count 2 \
--kt-num-gpu-experts 1 \

--enable-lora \


https://docs.sglang.io/

--lora-paths lora0=<YOUR ADAPTER PATH> \
--max-loras-per-batch 1 \

--lora-backend triton

# FEREXMNTENTHElora/RREER, WMRRMEEFEKEE, MR CEPUT

1517SGLang Server K IIRIREN T

——enable-lora \ ..
[2025-12-24 07: 2] Memory pool end. avail mem=11.88 GB
[2025-12-24 © 2] Capture cuda graph begin. This can take up to several minutes. avail mem=11.36 GB
[2025-12-24 07:33:02] Capture cuda graph bs [1, 2, 4, 8, 12, 16, 24, 32]
Capturing batches (bs=32 avail_mem=11.31 GB): 0%| | /8 [@0:00<7?, ?it/s
[2025-12-24 07:33:04] Using default MoE kernel config. Performance mlght be sub-optimal! Config file not found at /home/1lpl/sglang/python/sglang/srt/layers/moe/fused_moe_triton
/configs/triton_3_5_1/E=1,N=1536,device_name=NVIDIA_GeForce_RTX_4090.json, you can create them with https://github.com/sgl-project/sglang/tree/main/benchmark/kernels/fused_moe_
triton
[2025-12-24 07:33:04] Using MoE kernel config with down_moe=False. Performance might be sub-optimal! Config file not found at /home/lpl/sglang/python/sglang/srt/layers/moe/fuse
d_moe_triton/configs/triton_3_5_1/E=1,N=1536,device_name=NVIDIA_GeForce_RTX_4090_down.json, you can create them with https://github.com/sgl-project/sglang/tree/main/benchmark/k
ernels/fused_moe_triton
Capturing batches (bs=1 avail_mem=10.96 GB): 100 | | 8/8 [00:10<00:00, 1.25s/it]
[2025-12-24 3:13] Capture cuda graph end. Time elapsed: 10.60 s. mem usage=0.45 GB. avail mem=10.91 GB.
:13] max_total_num_tokens=80480, chunked_prefill_size=2048, max_prefill_tokens=16384, max_running_requests=2048, context_len=262144, available_gpu_mem=10.91 GB
4] 8 Started server process [ 1
Waiting for application startup.
[2025-12-24 4] Using default chat sampling params from model generation config: {'repetition_penalty': 1. 'temperature': 0.7, 'top_k': 20, 'top_p': 0.8}
[2025-12-24 Using default chat sampling params from model generation config: {'repetition_penalty': 1. 'temperature': 0.7, 'top_k': 20, 'top_p': 0.8}
[2025-12-24 H Application startup complete.
[2025-12-24 5 Uvicorn running on http://0.0.0.0:8173 (Press CTRL+C to quit)
[2025-12-24 233: : 127.0.0.1:45376 — "GET /model_info HTTP/1.1"
[2025-12-24 GBS Prefill batch, #new-seq: 1, #new-token: 6, #cached-token: @, token usage: 0.00, #running-req: @, #queue-req: 0,
[2025-12-24 133:19] H 127.0.0.1:45392 - "POST /generate HTTP/1.1"
[2025-12-24 07:33:19] The server is fired up and ready to roll!

4. FETRAILAGEE HTTP request StE EAth A MIBANIZT SGLang Server SRIIARSS, R#HTHERE, T
H4AH—TREERG:

from openai import OpenAI

client = OpenAI(base url="http://localhost:10103/v1l", api key="EMPTY") # XEM10103FENT
SGLang ServerE@port

prompt = "{ff c++, python #l rust, E—PIRREHEFE, </think>\n"
for i in range(1l):
resp = client.completions.create(
model="Qwen3-30B-A3B-Instruct-2507",
prompt=prompt,
max_tokens=256,

)

print (resp.choices[0].text)

Customize/Advanced KT i% &

TEIAMREZBEIRBISIIE—R“LoRA i — HIEIIF — SGLang ARSS"., XEARHIRME LA EI
ﬁﬁ% (Et@n Ir. scheduler &) , RFIRF R LA/ IERTEEBx. BEEEE KTransformers (KT)
NESI=H

RESRAFMNEEXMHAO

1. HAADO (LLaMA-Factory YAML) examples/train lora/qwen3moe lora sft kt.yaml

T KT 3Kix, REBFROEMERY: use_kt/ kt_optimize_rule / cpu_infer / chunk_size, ERHAIINSZE
RINERFR RFITEH (EEFEIIE, rank K/Nh\F)

2. MERBADO (B kt_optimize_rule $5[0]) examples/kt optimize rules/*.yaml

BORE 7 "BILEE F/E XK GPU, HILER CPU, A4 CPU FBik (AMX &)



3. HWERFAO (SGLang launch_server &%)

SGLang #8X: --mem-fraction-static / --chunked-prefill-size / --max-running-requests
(FREMERF)
KT #HX: --kt-method / --kt-weight-path / --kt-cpuinfer / --kt-num-gpu-experts (“BFA

B BN R CPU+RESBERRIR")
4. MO IEMA (A T7TERERETHRS)
LoRA J&FC234%5#%: sglang/python convert lora.py <YOUR LORA ADAPTER PATH>

CPU tXE=21 (INT8) : ktransformers/kt-kernel/scripts/convert cpu weights.py ... —-
quant-method int8

FRERORAEE: M KT SIEAMAF
% kt_optimize_rule

kt_optimize_rule AFRZ"MERIE": 1€ MoE WEITE (LEHEZHRMEX) M GPU BEEREHEME, 1 GPU B
BENIFE. EXMERD (FI1490 attention AIKEEERE) , MMIE"EEF LR"EMCPU ATE + MERK "M ITED

=,

rule XRGRIMM, ETFHITEHK
REBEIZEM:
o *sft-*: LBRIBRANKE (FEZHIPRIREREFRIIZ)
e *amx-*: CPU Bl AMX (B AMX BOH231f 5Ei%)
o *-multi-gpu-X*: 1% GPU BMRELFH1T/H D (X={REJFAY GPU #%)

{FFRE—LRILIES match/replace; SERA"EMMX R EASENT, BHIAE.
#iA YAML 2, KT XA 417 (HREMA lora BENED)

use_kt: true # =aiBfl KT Gin
kt optimize rule: ... # MERIE, 2% https://github.com/kvcache-

ai/ktransformers/blob/main/doc/en/KTransformers%20Full%20Introduction%20for%20Motivation%2
0and%20Practice.pdf

cpu_infer: ... # CPU MHAT/IEEBXNAXRFLAE (RIBKIATHESR)
chunk_size: ... # Y&/ IHTENDREX (AR THRR oom / IEEEFE))

BRRIIEESF: M SGLang + KT ##18 (BRS3) MIAF

SGLang #IENMNEFENEEREME:
1) KVcache (BRH%. ETXKEREX)
2) {RIEFRIE GPU AR EF/ER (KT 89 gpu experts )

RIS T EIRR 8D EEER.
SE4LIR KT B4 GPU E3E: kt-num-gpu-experts (HIEFINEZETE)



--kt-num-gpu-experts : fRIX7E GPU LNERNE (SEEXS XM GPU MERIEERRE)
HoA: WIEFRERER, BEEFES

) BEETR, BEZITEREE CPUM (FILAJRETRE)

X2"F CPU ATZ/EH#k GPU BEF MM 2 —

BAIE KV cache I&{E: chunked prefill + H& _ER

A. tIR{REZprefill IEE OOM (1 prompt/:KX batch BER)
o {fi%IE --chunked-prefill-size /N ({570 4096 Y 2048)
o Xf: K prompt B prefill 2T 18—L, {BEFR

B. 2R {RiEZIdecode fiEk OOM (HASEEMN)
o RLHERE(R --max-running-requests
* XAFREERHEIIFA KV cache BTEERIEKRE", BEEREENREENEH

(FIi) SNRIRMEN/EA benchmark, HEERE
o %8 __max-total-tokens / --max-prefill-tokens XZE“E token LR"ERR, BRIRIFIEKIEEE
125
REAEEFEFSE: mem-fraction-static

® —_mem-fraction-static &l SGLang £ GPU LRIEFSAEDELLS (EBFILEGFRAEERTE)
o XL FTRAPEHENE (a0 0.7~0.9) , HiRiE OOM EEIFIF:

AR not enough memory / cache RMB"Z 3 F LiF—LE

&/ NXENRIHERE S I

1. FeHIAR prefill OOM =2 decode OOM (& HEMER)

prefill OOM — f/)\ --chunked-prefill-size (4096/2048 ¥:5)
decode OOM — [&{F --max-running-requests (5cik—E )
MAREFE — BEIE -kt-num-gpu-experts (& GPU ERITHERE T3K)

CPU NTE/FRIZE — F convert_cpu_weights.py 8 INT8, JEi/J\ CPU MIANE 5, BE HEELL CPU 8
BRYF

6. BREBEIA --mem-fraction-static, 1FIRSBEMMNENBIR FERE

R XM RRNBEME ER. EEEF, TRERRIEE., (R—BHEIRT, BELSIE chunked-prefill-
&®A

size. max-running-requests. kt-num-gpu-experts F_Eix, HEFNEZRESEHNXEENF,

LA
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